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Summary

Modern automotive systems, particularly highly automated driving functions at SAE levels L3 and L4,
encounter a conceptual gap in the current functional safety framework. 1ISO 26262 distinguishes
systematic faults, which are addressed through process-oriented measures, from random hardware
faults, which are quantified through metrics such as PMHF and Diagnostic Coverage. This dichotomy
works well for systems of moderate complexity but fails for highly complex software where systematic
faults can manifest themselves in ways that are statistically indistinguishable from random events.
This paper presents a conceptual framework for the quantitative treatment of such Pseudo-Random
Software Faults (PRSF), building on the foundation laid by Nortmann and Cobeldick (2022) and

incorporating the theoretical work of Amoroso (2025).

The framework transfers the well-established hardware methodology to software through three
principal constructs: the software failure rate rsw, the Monitoring Coverage MC as the runtime
equivalent of Diagnostic Coverage, and a new metric called Probabilistic Metric for Software Failures
(PMSF) that mirrors PMHF. The safety inequality formulated by Amoroso provides the validation
criterion at the system level; through risk budgeting analogous to the established PMHF derivation, it

is extended to a software-specific inequality.

A worked example for an Autonomous Emergency Braking function demonstrates that ASIL D
compliance is achievable for highly complex software through a three-stage architecture combining
diverse sensor monitoring, a formally verified 2-out-of-3 voter, and an independent safety cage. The
achievable effective failure rate of approximately six per ten billion operating hours satisfies the ASIL
D requirement with a reasonable safety margin. Critically, this result holds only when the simple

monitoring elements are formally verified, which the low cyclomatic complexity permits.

The RAND Corporation study of 2016 confirms independently that a direct statistical demonstration
of automated vehicle safety through test driving alone is not practicable. The method proposed here
reduces the testing burden to validating the model assumptions rather than the final residual rate,
making the verification of complex automated driving functions practically feasible within realistic
time frames. The framework closes an existing gap in ISO 26262 and provides a concrete proposal for

the next edition of the standard.

This paper has been presented at safe.tech by Nortmann and Amoroso (2026).



Introduction: The ISO 26262 dichotomy and its limits

ISO 26262 in its current form rests on a fundamental architectural decision: faults are partitioned into
two distinct categories that demand fundamentally different treatments. Systematic faults, arising
from errors in specification, design or implementation, are addressed through process-oriented
measures including reviews, analyses, structured testing and adherence to coding standards. The
standard does not assign quantitative metrics to systematic faults; their absence is demonstrated
through process evidence. Random hardware faults, by contrast, arise from physical phenomena such
as ageing, radiation effects or material degradation and are treated quantitatively. The standard
prescribes specific limits for the Probabilistic Metric for random Hardware Failures (PMHF), the Single-
Point Fault Metric (SPFM) and the Latent Fault Metric (LFM), each dependent on the Automotive
Safety Integrity Level.

This dichotomy has served the automotive industry well for systems of moderate complexity, where
the behavior of every software function can be fully understood, traced and tested through traditional
V-model development. However, the assumption breaks down for highly complex automotive
applications, particularly automated driving systems at SAE L3 and L4 and machine-learning-based
perception components. A modern automobile contains between 100 and 150 million lines of code.
Even at industry-leading code quality, with an assumed defect density of approximately one defect
per 10,000 lines after final validation, the total number of latent defects in the vehicle is on the order
of 10,000 to 15,000. A fraction of these defects will inevitably escape detection during development,
surface only under rare combinations of operating conditions, and manifest in the field in ways that

are statistically describable but were never observed during validation.

These escaped faults belong neither cleanly to the category of systematic faults nor to that of random
hardware faults. Their cause is unambiguously systematic, since each is a concrete defect in the source
code. Their manifestation, however, is statistically distributed and effectively indistinguishable from
the manifestation of a truly random event. Their detection is not amenable to process-oriented
methods alone, because the relevant input combinations cannot be exhaustively enumerated, nor is
their detection guaranteed by testing, because the input space cannot be exhaustively sampled. They
constitute a conceptual gap in the current standard. The purpose of this paper is to present a

framework for closing that gap.

Pseudo-Random Software Faults: Definition and properties

A Pseudo-Random Software Fault is defined as a software fault with a systematic root cause in code
or specification that manifests itself quasi-randomly during operation, with the manifestation
depending on inputs from the operating environment that are difficult to predict in advance. The
qualifier pseudo-random reflects the duality at the heart of the concept: the cause is deterministic,
namely a specific defect in the source code, but the manifestation in operational practice can only be

described statistically. The parallel with hardware faults is intentional. A semiconductor failure has a



deterministic physical cause, whether a manufacturing defect, an electromigration event or a
radiation-induced bit flip, yet the field behavior of a population of components is described by a

probability distribution. The same logic applies to PRSF.

Four defining properties characterize this class of faults. The first is the systematic cause: every PRSF
can in principle be traced back to a specific defect in the code or specification, and given sufficient
analysis the defect can be located and corrected. The second is the quasi-random manifestation: the
activation of the fault depends on input combinations whose appearance in operation is statistically
describable rather than predictable for a given vehicle and journey. The third is validation escape: by
their nature, PRSF survive the validation process because the input space of complex automotive
software is too vast to be fully covered by any practicable test campaign. The fourth is statistical
describability: the field behavior of PRSF follows a probability distribution and can therefore be

modelled using the apparatus of probability theory and reliability engineering.

The cause categories of PRSF can be grouped into four broad areas. System complexity, particularly
the interaction of software with chaotic or stability-control dynamics and the operation of decision
algorithms with very large state spaces, gives rise to behaviors that are inherently difficult to predict.
Timing-related issues such as race conditions, deadlocks and priority-dependent execution orders
contribute a second category. Numerical issues including rounding errors, floating-point precision
limitations, overflow conditions and algorithmic instability constitute a third. The operating
environment itself, through temperature, electromagnetic compatibility and supply voltage effects on
the underlying hardware, contributes a fourth category that, while it ultimately acts via hardware,

manifests at the software level as quasi-random behavior.

System classification according to Amoroso

A theoretical foundation for the treatment of PRSF is provided by the system classification developed
by Amoroso (2025). The classification partitions systems according to their practical validatability
rather than their structural composition, and it proves directly applicable to the question of how PRSF
should be handled. Four classes are distinguished, denoted PD, AD, AP and PP.

The class PD, purely deterministic, comprises systems for which a complete deterministic validation is
achievable. Classical embedded controllers with fully specifiable behavior and bounded input spaces

fall into this class.

The class AD, apparently deterministic, encompasses systems where deterministic validation is
practically tractable using classical methods, although the underlying behavior exceeds simple
deterministic description. This class corresponds most closely to the original scope of ISO 26262 as

conceived for traditional automotive electronics.



The class AP, apparently probabilistic, contains systems whose validation cannot be carried out
deterministically and requires statistical methods. Automated driving systems and machine-learning-

based perception components fall unambiguously into this class.

The class PP, purely probabilistic, contains systems with inherently stochastic behavior, such as those

affected by quantum effects in flash memory.

The classification carries an important consequence. Automated driving belongs to class AP, because
the input space of optical object recognition, sensor fusion and trajectory planning is so vast that no
test campaign can exhaustively validate the system. PRSF are therefore not an exceptional residual
phenomenon to be eliminated, but a structural property of the system class. Their treatment requires
methods that are appropriate to AP rather than methods designed for AD. This shift in perspective

justifies the entire framework that follows.

The quantitative framework

Transferring the hardware methodology

The key insight enabling a quantitative treatment of PRSF is that if these faults manifest themselves
in a statistically describable manner, then the well-established hardware methodology can be
transferred systematically to software. The transfer is structural rather than literal: it does not assume
that software ages physically, nor does it claim that software failure rates can be derived from data
sheets in the manner of semiconductor MTBF values. The transfer applies to the form of the metrics

and the role they play in safety argumentation.

Three principal constructs realize the transfer. The first is the software failure rate rsw, defined as the
expected frequency of safety-relevant misbehavior caused by PRSF, expressed in failures per hour, per
kilometer or per operation. The second is the Monitoring Coverage MC, defined as the fraction of PRSF
that are detected by runtime monitoring before they propagate to a safety-goal violation. MC is the
runtime equivalent of the Diagnostic Coverage used for hardware and can be quantified using
methods that draw on the AIAG/VDA FMEA-MSR handbook. The third is the Probabilistic Metric for
Software Failures, PMSF, which is the proposed counterpart to PMHF and serves as the headline

guantitative metric to be compared against ASIL-dependent target values.

A useful auxiliary concept is the safety range, defined as the reciprocal of the failure rate. A rate of
108 per kilometer corresponds to a safety range of 100 million kilometers, meaning that on average
one fault occurs after the vehicle has been driven this distance. The safety range provides an intuitive
interpretation that aligns with the established concept of Mean Time Between Failures (MTBF) and is
more readily communicable to non-specialists than the failure rate itself. The failure rates of different
fault classes are additive when expressed in compatible units, allowing the total fault rate of a system

to be decomposed into hardware, software and other contributions for separate analysis.



Monitoring Coverage and its role

Monitoring Coverage is the central lever for satisfying PMSF targets in complex systems. The
fundamental relation governing its effect is that the effective failure rate equals the base failure rate
multiplied by the complement of the Monitoring Coverage (MC). A coverage of 99% reduces the
effective rate by a factor of 100; a coverage of 99,9% reduces it by a factor of 1,000. A coverage of
90%, while it may sound generous in absolute terms, reduces the rate by only a factor of 10 and is
therefore inadequate at higher ASILs. The distinction between 90% and 99% is not a marginal

improvement but a full order of magnitude in the hazard rate.

Several monitoring mechanisms contribute to coverage. Plausibility checks compare the output of a
function against bounds derived from physical or operational constraints. Diverse redundancy
operates two or more channels with independent implementations whose disagreement signals a
fault. Time and state supervision verifies that transitions occur within expected intervals and follow
permitted sequences. Assertion checking embeds invariants into the code that are evaluated at
runtime. The effectiveness of each mechanism can be assessed using the M-value scale of the FMEA-
MSR. ASIL D suitable mechanisms typically require an M-value of three or lower, corresponding to

Diagnostic Coverage classes from ISO 26262-5 Annex D of 99% or above.



The safety inequality

System-level formulation

Amoroso (2025) formulates the central validation criterion as the safety inequality, which requires
that the risk of the reference system be greater than or equal to the safety factor times the risk of the
system under validation. Symbolically, the inequality reads Rg = cs x Ry, where R denotes a quantified
risk defined over hazard-weighted failure rates, cs is a safety factor and the subscripts R and V identify
the reference system and the system under validation respectively. The safety factor cs is
conventionally chosen to be at least 10, which has the practical effect of demanding that the validated
system be at least one order of magnitude safer than the reference. This generous margin
compensates for the considerable uncertainty in estimating both risks: even when the estimate of Ry
is wrong by a factor of ten, the inequality still ensures the validated system is no less safe than the

reference.

The choice of reference system is critical. For automated driving, the human driver provides the
natural reference, with a fatality rate of approximately one fatal accident per 100 million kilometers
in the United States and one per 200 million kilometers in Germany. These figures apply to operational
design domains corresponding to normal mixed traffic and exclude both restricted environments such
as limited-speed zones and high-speed highways. The practical meaning of the inequality is that a
system qualifies as sufficiently safe if it is at least one order of magnitude safer than the reference.
This is an objective and quantitative criterion that admits no ambiguity in principle, though its

application requires careful estimation of all quantities involved.

Extension to the software component

The safety inequality in its original form applies to the system as a whole, because only at the system
level does a reference system with known accident rate exist. A direct application to isolated software
components is not meaningful: there is no reference software with a known failure rate against which
to compare. The resolution is to apply the same principle of risk budgeting that 1ISO 26262 already
employs for hardware. The total PMHF budget of a system is partitioned among the hardware
elements, each of which must satisfy its share of the budget. Analogously, the total risk admitted by
the safety inequality is partitioned among fault classes, and the software allocation gives rise to a

software-specific inequality.

Concretely, taking the German reference of one fatal accident per 200 million kilometers at an average
speed of 70 km per hour, the reference risk Rg evaluates to 3.5 x 107 per hour. With a safety factor of
10, the total system risk budget is 3.5 x 10® per hour. Assigning approximately 30% of this budget to
the software component, the PRSF risk budget evaluates 1.0 x 10 per hour. This figure coincides with
the PMSF target proposed below for ASIL D, demonstrating that the budgeting derivation and the

PMSF target arrive at the same requirement through independent routes.
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The Markov model for PRSF

A dynamic description of fault propagation is provided by a five-state Markov model. The model
captures how a latent PRSF either is detected in time to trigger a safe degradation or propagates
through to a safety-goal violation. The model is intentionally minimal, reflecting only those states and
transitions that are essential to the propagation of a PRSF, but it is sufficient to derive the stationary

failure rates that govern the system-level argument.

SO

S2 S3

Fault detected Safe State

Normal operation

S4

Harm

1 from S1 (undetected)
Fig. 1 Markov model for PRSF

T

SO Normal operation S0->S1 at the PRSF rate rersr

S1 Latent fault active S1->S2 at detection rate rper x MC
S1->S4 at non-detection rate ruarm

S2 Fault detected $2->S3 with probability Poec (degradation succeeds)
S2->S4 with 1-Poec (degradation fails)

S3 Safe state reached Terminal (safe)

S4 Harm (safety-goal violation) Terminal (failure)

Table 1: States and transitions of the PRSF Markov model
The stationary solution of the Markov chain gives the steady-state harm rate as ruarm equal to rerse
times the complement of the product MC x Ppes. This expression has an intuitive interpretation: the
harm rate is the base PRSF rate reduced by the joint effectiveness of detection and degradation. If
both the Monitoring Coverage and the degradation probability are close to unity, the harm rate is
much smaller than the base PRSF rate. If either falls significantly below unity, the reduction is
correspondingly diminished. The model therefore confirms quantitatively what intuition suggests
qualitatively, while at the same time providing the formal apparatus needed to argue about specific

numbers in the safety case.

Two implications emerge directly from the model. The first is that Monitoring Coverage is not merely
about detection but about timely reaction: a detection that occurs after the harm has already been
caused contributes nothing to safety. The model implicitly assumes that the detection rate is
sufficiently high to act before harm occurs. The second is that diverse redundancy is essential. If the

function and its monitor share the same software implementation, the same PRSF will affect both,
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and the monitor will fail to detect the fault precisely when it is needed. Diverse implementations using
different algorithms, different teams or different toolchains break this commonality and make the

model assumption of independent detection physically meaningful.

Proposed PMSF target values

Analogously to the PMHF targets specified in ISO 26262-5 for hardware, the framework proposes ASIL
graded target values for the Probabilistic Metric for Software Failures (PMSF). The proposed values

are summarized in Table 2.

ASIL PMSF target Required MC FMEA-MSR M Range (urban) Range
(max) (highway)
D

<107%/h >99% <3 > 3,500 m. km > 7,000 m. km
C <107/h >97% <4 > 350 m. km >700 m. km
B <107/h 290 % <5 >350 m. km > 700 m. km

Table 2: Proposed PMSF targets graded by ASIL
The reasoning behind the Monitoring Coverage requirements becomes clear when the orders of
magnitude are made explicit. At an assumed base failure rate of approximately one fault per million
operating hours, which is a working hypothesis consistent with typical electronic control unit rates
prior to the application of safety mechanisms, achieving the ASIL D target of 10 per hour requires a
reduction factor of one hundred. This corresponds to a Monitoring Coverage of 99%, an FMEA-MSR
M-value of 3 or lower, and an ISO 26262-5 Annex D Diagnostic Coverage class of High. The ASIL C and

ASIL B targets relax these requirements proportionally.

The safety ranges associated with these targets reveal the practical consequence of the requirement.
An ASIL D system at highway speed must have a safety range of more than 7,000 million kilometers,
which exceeds the distance from the Sun to Pluto. Realistic test fleets can cover at most some tens of
millions of kilometers per year. The conclusion is unambiguous: runtime monitoring with a coverage
of 99% or higher is not a refinement that may be added if convenient, but an unavoidable prerequisite.

Without it, the PMSF targets are not achievable for complex systems.



Worked example: An Autonomous Emergency Braking function

Scenario and initial estimate

To make the framework concrete, consider an Autonomous Emergency Braking (AEB) function
intended for operation at SAE level four with an ASIL D safety goal of avoiding unintended braking
events. The function is assumed to comprise approximately 5 million lines of code, including sensor
processing, sensor fusion and decision logic. Applying a typical post-validation defect density of one
defect per 10,000 lines of code yields 500 residual defects. A reasonable proportion of these,
approximately 10%, is judged to be safety-relevant, giving 50 potentially safety-relevant residual
defects. Each defect is assumed to have an activation rate of approximately one per 100,000 operating
hours, where the activation rate equals the call frequency of the relevant code path multiplied by the

probability that the input combination triggering the fault occurs at any individual call.

With these assumptions, the base failure rate evaluates to 50 multiplied by 10° per hour, equaling
5 x 10* per hour. A first-pass architecture with three sensor channels each carrying 90% self-
monitoring reduces this rate by a factor of 10 to 5 x 10 per hour. Adding a two-out-of-three voter
with 99% coverage reduces it by a further factor of 100 to approximately 5 x 10”7 per hour. The ASIL D
target of 10 per hour is missed by a factor of fifty. The conclusion is uncomfortable: a competent
architecture that any safety engineer would recognize as reasonable is nonetheless insufficient by a

wide margin.

Architectural refinement and final result

The shortfall identifies four possible remediation directions, of which two are technically immediate
and two are organizationally challenging. The base failure rate can be reduced by improving code
quality, but this requires substantial process changes and offers only modest gains at the high end of
industry practice. The voter coverage can be increased, but 99% is already near the practical ceiling
for standard development. The architecturally productive options are to add an independent
supervisor with low cyclomatic complexity below 5 and a high Monitoring Coverage above 99%, and
to subject both the voter and the supervisor to formal verification. The crucial insight is that the
simplicity of these elements, with cyclomatic complexity bounded at five and code size on the order
of 100 to 200 lines, makes formal verification a tractable engineering activity rather than a research

undertaking.

With the supervisor added, the effective failure rate is the sum of three contributions: sensor faults
that escape both the sensor self-monitoring, the voter and the supervisor; voter own-faults that
escape the supervisor; and supervisor own-faults that have no further safeguard. The full formula
reads ref equal to rerse times the product of the three coverage complements, plus ryter times the
supervisor coverage complement, plus rsupervisor. SUbstituting the chosen values, namely a base rate of
5 x 10 per hour, sensor coverage of 90%, voter and supervisor coverages of 99% each, and formally

verified own-rates of voter and supervisor on the order of 107 and 10 per hour respectively, yields



three contributions of approximately 5x 10, 1 x 10° and 1 x10! per hour. Their sum is approximately

6 x 107 per hour, which lies below the ASIL D target with a safety margin of approximately 1.7.

Several observations follow. The sensor faults that escape all three monitoring stages dominate the
residual rate, contributing approximately 83% of the total. This is exactly the desired behavior of a
defence-in-depth architecture: the residual risk is concentrated in the most complex layer, where the
largest absolute number of defects necessarily resides, while the simpler monitoring layers contribute
only marginally. The voter and supervisor own-faults are non-negligible only because their base rates
have been reduced by formal verification. Without formal verification, the supervisor own-rate would
dominate the total and the architecture would be insufficient regardless of the elaborateness of the
voter logic. Four preconditions are essential to the validity of this result. Diverse implementation of
the three sensor channels is required to prevent common-cause failures within the voter input set.
Virtualization with proven channel separation is required to prevent inter-channel interference.
Formal verification of voter and supervisor is required so that their own-rates can be neglected.
Cyclomatic complexity bounded at five for the ASIL D elements is required so that formal verification

remains practically feasible.

Compositional Safety Assurance

The impossibility of direct statistical proof

Even when the architectural argument yields an effective rate below the ASIL D target, the question
remains how this rate can be empirically substantiated. A direct statistical demonstration would
require driving the vehicle a sufficient distance to observe with adequate confidence that the rate is
indeed below 108 per hour. The required distance depends on the desired confidence level, on the
precision of the bound and on the number of failures observed during the test. The RAND Corporation
study of 2016 by Kalra and Paddock provides a careful quantification of these requirements and arrives

at a striking conclusion.

To demonstrate at the 95% confidence level that an autonomous vehicle has a fatality rate below the
human-driver reference of 1.09 fatalities per 100 million miles, the fleet must drive 275 million miles
without a fatality. With a fleet of 100 vehicles operating 24 hours a day, this would take approximately
12.5 years. The figures above establish only a one-sided bound, namely that the rate is no worse than
the reference. Determining the rate itself with reasonable accuracy, to within 20%, is far more
demanding: it would require about 8.8 billion miles and, for the same fleet, on the order of 400 years.
RAND concludes that autonomous vehicle developers cannot drive their way to safety. This conclusion
is unconditional: no amount of test driving alone will suffice, and alternative methods of safety

demonstration are not optional but mandatory.



Reducing the problem to validation of assumptions

The compositional verification approach reduces the verification task from demonstrating the final
residual rate to validating the input assumptions of the calculation. Once the structural argument has
been accepted, namely that the effective rate equals a particular composition of base rates and
coverages, the empirical question becomes whether the assumed base rates and coverages hold in
operation. Each of these input parameters has a substantially higher rate than the final residual, and

substantially higher rates require substantially shorter test distances to validate.

Concretely, validating the assumed activation rate of approximately 10> per hour requires
approximately 10 million kilometers of operation, which is achievable with a modest fleet in 3 to 6
months. Validating the assumed sensor single-channel fault rate at the level of 10 per hour requires
only a few million kilometers. Validating the voter discrepancy rate is similar. Validating the safety
cage activation rate requires approximately 10 million kilometers. The combined validation program
is therefore on the order of 10 to 20 million kilometers rather than the billions required for a direct
demonstration. Once the input parameters have been validated, the structural argument carries the
rest: the product of the validated coverages, applied to the validated base rates, yields the residual

rate without the need to observe failures at that rate directly.

Theoretical foundation

The method just described is not new but is the application to functional safety of a long-standing
tradition in computer science known as compositional verification. The intellectual lineage begins with
the axiomatic basis for computer programming established by Hoare in 1969 and extends through the
rely-guarantee reasoning developed by Jones in 1983, the modular temporal reasoning of Pnueli in
1985, and the systematic exposition of concurrency verification by de Roever and colleagues in 2001.
The application to safety-critical systems is discussed by Rushby in his 2012 paper Composing Safe
Systems and is developed further for probabilistic settings by Littlewood and Rushby in 2012. The
argumentation structure used to present the resulting safety case follows the Goal Structuring
Notation introduced by Kelly in his 1998 dissertation and elaborated in his subsequent work on
compositional safety case construction, with modular extensions developed jointly with Bate in 2003.
The current state of the art is captured in the GSN Community Standard and in ISO/IEC/IEEE 15026-2.

ISO 26262 already implicitly applies compositional reasoning to hardware. The PMHF of a complex
hardware system is not measured directly through the operation of the system but is computed from
the FIT rates of components, the diagnostic coverages assessed through fault injection, and the
architectural metrics SPFM and LFM. No one drives a vehicle for centuries that would be required to
demonstrate the PMHF empirically; the value is instead composed from the validated values of the
input parameters. The framework proposed here extends the same logic to software, with PMSF
playing the role of PMHF, Monitoring Coverage playing the role of Diagnostic Coverage, and the
architectural metrics being replaced by the validation of the structural composition of voter,

supervisor and diverse channels.



Integration into the safety case

The integration of PRSF treatment into the 1ISO 26262 safety case proceeds in six steps that extend
rather than replace the existing argumentation. The first step is identification: those components of
the system that are susceptible to PRSF are identified, with particular attention to complex software
modules, machine-learning-based components and modules with very large input spaces. The second
step is classification: each identified component is placed into the Amoroso system classification, and
the consequences for verification methodology are drawn explicitly. The third step is quantification:
the software failure rate rpse is estimated from defect density and activation rate assumptions,

accompanied by a transparent discussion of the uncertainties in these estimates.

The fourth step is the monitoring proof: the Monitoring Coverage of the proposed architecture is
established through a combination of architectural argument, FMEA-MSR assessment and, where
applicable, formal verification of monitor and supervisor elements. The fifth step is the explicit safety-
inequality argument: the inequality Rs 2 cs x Ry is shown to be satisfied, in its system-level form for
the overall vehicle and in its software-budgeted form for the software contribution. The sixth step is
continuous validation: a field-monitoring program is established that periodically updates the rate and
coverage estimates from operational data and triggers reassessment when the operating environment
changes through, for example, the introduction of new road infrastructure, over-the-air software

updates or significant geographic expansion of the operational design domain.

The documentation that supports this argumentation comprises the PRSF analysis itself, the rate
estimation with its uncertainty bounds, the monitoring concept and its coverage assessment, the
PMSF calculation with all intermediate steps and the architectural safety-inequality demonstration.
For the assessor, the corresponding evaluation questions are whether PRSF susceptibility has been
analyzed systematically, whether the rate estimate is reconstructible and accompanied by confidence
statements, whether the monitoring coverage assumptions are plausibly substantiated through
quantitative evidence such as FMEA-MSR M-values, whether the safety inequality is satisfied with an

explicit safety factor, and whether a continuous field-validation process is established and operating.

Proposals for the 3rd edition of 1ISO 26262

Five concrete proposals follow from the framework presented above. They are offered as input to the
ongoing discussion within the standardization community and are intended to be evaluated on their
merits rather than adopted wholesale. The first proposal is the introduction of Pseudo-Random
Software Faults as an explicit fault class alongside the existing categories of systematic software faults
and random hardware faults. The recognition that this class exists and requires distinct treatment is

the indispensable foundation for everything else.

The second proposal is the definition of PMSF targets graded by ASIL, in direct analogy to the PMHF
targets that ISO 26262-5 already specifies for hardware. The values proposed in Table 2 are starting



points; the final values should reflect industry-wide consensus on achievable and necessary levels. The
third proposal is the introduction of Monitoring Coverage as a software-specific metric analogous to
the Diagnostic Coverage used for hardware, with quantitative assessment methods drawing on the
FMEA-MSR framework. The fourth proposal is the extension of the documentation requirements to

include PRSF-specific analyses, demonstrations and continuous validation reports.

The fifth proposal is the recognition of compositional safety verification as an admissible evidence
method for ASIL D in complex systems, with defined requirements for diversity, formal verification of
simple monitoring elements and continuous field validation of model assumptions. This recognition
would formalize an approach that is already implicit in best industry practice for complex driver

assistance functions but that lacks explicit normative grounding.

Until such time as these proposals are reflected in the standard, organizations can already begin to
apply them. A pilot project applying the PRSF analysis to a critical function provides experiential
grounding for the methodology. A monitoring framework that quantifies coverage in measurable
rather than rhetorical terms supplies the technical infrastructure. A systematic field-data collection
program supplies the empirical inputs to continuous validation. Training of safety engineers in the
PRSF methodology and in Compositional Safety Assurance prepares the organization for the cultural
shift that the methodology requires. Pilot implementations of voter and safety-cage architectures with

formal verification provide reference designs that subsequent projects can adopt and refine.

Conclusion

The framework presented in this paper addresses a structural gap in the current functional safety
architecture for automotive systems. Pseudo-Random Software Faults are a distinct fault class, neither
systematic in their manifestation nor random in their causation, and they cannot be adequately
handled by either the systematic or the random treatments currently provided by ISO 26262. The
proposed framework transfers the well-established hardware methodology to software through three
principal constructs, namely the software failure rate, the Monitoring Coverage and the new PMSF

metric, while explicitly recognizing that the transfer is structural rather than literal.

The safety inequality of Amoroso, originally formulated at the system level against the human-driver
reference, extends naturally to the software component through risk budgeting in the same manner
that ISO 26262 already applies to hardware. The worked example for an Autonomous Emergency
Braking function demonstrates that ASIL D compliance is achievable for highly complex software
through a defence-in-depth architecture combining diverse sensor monitoring, a formally verified
voter and an independent safety cage. The achievable effective rate of approximately six per ten
billion operating hours satisfies the ASIL D target with a reasonable margin, but only when the simple

monitoring elements are formally verified and the channel separation is established.



The compositional verification approach resolves the apparent impossibility identified by the RAND
study. A direct statistical demonstration of the residual rate through test driving is impractical at the
scales involved, but a validation of the input assumptions of the structural argument is achievable
within realistic time frames. The verification effort is therefore reduced from validating the
unmeasurably small final residual to validating the moderately small input parameters, each of which

can be empirically substantiated through field operation on the order of 10 to 20 million kilometers.

The treatment of PRSF is not an academic exercise. It is a practical necessity for highly automated
systems whose validation cannot be completed by classical methods alone. The framework proposed
here offers a route by which the established safety engineering principles of ISO 26262 can be
extended to address this practical necessity, without abandoning the fundamental discipline of the
standard and without retreating to a stance that complex automation is fundamentally incompatible

with rigorous safety argumentation.
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